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INTRODUCTION

Generative Atrtificial Intelligence (GAl) is all around you, often built into applications
you’ve been using for years. GAl technology is changing the way we write, read, and
think. It's important that you understand how these tools work, and how your choice to
engage (or not engage) with them might affect your schoolwork, your professional and
personal life, and our society at large.
In some cases, GAl tools can support the work of human intelligence. For example, they
can process large amounts of information very quickly or recognize patterns in large
data sets with high accuracy. In other cases, the human labor of double-checking GAI
outputs for mistakes or bias can be more time-consuming (and less interesting) than
doing the work yourself.
As a learner, you will face a lot of choices and pressures about whether and how to use
GAl. Your professors may encourage, require, or ban GAl tools. You might end up with
a different set of rules for every class, or even every assignment. Social media will
bombard you with tips and tricks for using Al to complete your coursework. Companies
will target you with advertising campaigns for GAl tools, hoping to profit from the hype.
This guide is designed to help you make informed choices about GAl use (or refusal) in
a way that prioritizes your own learning and values, as well as the well-being of our local
and global community.
The guide is divided into three steps:

1. Step One: “Understand GAI”

2. Step Two: “Think Critically About How GAl Affects Your Learning”

3. Step Three: “Know the Rules”
Each of the steps is further divided into three sub-sections that start with a “tl;dr” (too
long; didn’t read) overview and end with a short list of questions you should consider as
an informed user of GAI. Enjoy!



STEP ONE: Understand “GALI"

What is the “Generative” in “Generative Artificial
Intelligence”?

TL;DR:

GAlI tools generate new content (text, images, code, etc.) by analyzing patterns from
large datasets and using these patterns to predict the most likely answer to a
prompt. While they may sound human-like, they do not understand, reason, or create
in the same way people do. Their outputs are generated through mathematical
calculations without ethical judgement, emotional engagement, cultural awareness,
or creative imagination.

Generative Atrtificial Intelligence (GAl) is a type of artificial intelligence that produces
new content (such as text, images, music, video, or code) by analyzing existing data
and using what it learned to calculate the most plausible response to a prompt. GAI
models do not simply copy what they have seen. Instead, they generate original outputs
that reflect the patterns and structures found in the data they were trained on.

One important kind of GAl is the large language model (LLM), which is designed to
generate human-like language. LLMs are trained on massive collections of text scraped
from websites (e.g., Reddit archives), books, and articles, often used without authorial
consent or compensation. LLMs analyze how language works, which allows them to
answer questions, write essays, summarize information, and carry on “conversations.”
LLMs are designed to produce fluent human-sounding language, but they are not
engaging in thinking, writing, or communicating in the human sense.

The process of generating outputs is often described as a “black box” because it's not
transparent—even the creators of LLMs don’t know exactly how Al models arrive at their
responses. It's easy to think of GAl as a partner or collaborator (terms often used by
companies that market Al tools), but it's important to remember that GAl outputs are a
product of mathematical calculations and do not involve ethical judgement, cultural
awareness, emotional engagement, creative imagination, or even understanding. For
example, GAl tools have no ability to “know” if the answers they generate are correct
(let alone ethical). Human users need to keep in mind these limitations and make sure
to maintain intellectual and creative control over their work at all times.
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Ask Yourself:

o Do | understand that GAI tools generate outputs by performing mathematical
calculations without reasoning, judgement, or understanding?

o Do I understand that GAIl outputs reflect their training data sets, including
inaccuracies and biases?

o Am | giving too much creative or intellectual control to a tool that cannot
reason or feel?

How is asking a chatbot different from using a search
engine?

TL;DR:

Search engines retrieve, rank, and link existing sources from the web for users to
browse, compare, and choose from. GAIl chatbots generate the most statistically
probable (not necessarily the best or correct) answer to a query based on patterns
they have analyzed.

Using GAI to find information is very different from doing a web search. A search engine
(like Google) looks for existing web pages that match your keywords, ranks them, and
gives you links to those sources. GAI chatbots create new responses every time based
on patterns found in their training data. GAI outputs represent the most statistically
probable response to your query, which is not always the best (or even correct) answer.
Some GAl systems combine language generation with search capabilities: they retrieve
information from external sources and use it to augment prompts and outputs. This
process improves the reliability of outputs, but the answers and citations (which can be
fabricated) still need to be carefully assessed for accuracy and bias.

When you use a traditional search engine, you can evaluate each page you find by
asking questions about its origins (Who created this information? Who published it?),
reliability (Can | trust this writer? Can | trust this organization?), and goals (Whose
interests does this site represent? Is it trying to sell me something?). Users can browse
and compare sources to make informed choices about which ones to trust. GAl outputs
do not offer this opportunity for tracing each piece of information to its original source.
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As a learner and researcher, you will need to make informed decisions about which tool
is best to use in which situation. For simple explanations of established concepts or a
quick preliminary synthesis of large amounts of text, a general use chatbot like
ChatGPT might be a convenient choice. Search-enhanced chatbots like Perplexity can
help you map out a field of knowledge, brainstorm counter-arguments, or find patterns
across multiple sources. But if you want to grasp the nuances of a complex or
controversial issue, understand diverse or unexpected perspectives, or verify claims by
accessing original sources, you might want to use a traditional search engine. Other
great research resources include professional library research tools, curated databases,
and (best of all!) human librarians.

Ask Yourself:

o Is this a task for a chatbot or will a different tool be better?
o What am | missing by not being able to trace information to its original source?
o Am | able to assess the Al-generated answer for accuracy and bias?

Who creates GAI tools and for what purposes?

TL;DR:

GAl tools are developed by tech companies like OpenAl, Google, Microsoft, and
others, who charge users for subscriptions, licensing, and cloud services. These
tools are shaped by market goals that might not always align with your goals as a
learner or creator. GAl tools depend on the intellectual labor of humans who created
the content used to train GAI models (often used without consent) as well as the
ongoing, undercompensated labor of humans who refine models by tagging offensive
content.

GAl tools are developed by large technology companies and specialized startups like
OpenAl (owners of ChatGPT), Microsoft (owners of Copilot), Google (owners of
Gemini), Anthropic (owners of Claude), PerplexityAl (owners of Perplexity), and others.
(See Drexel’s Al Tools and Resources page for a list of GAl tools available to you.)
These tools are part of a growing industry that sells subscriptions, licenses for business
and developers, enhancements for products and services, cloud infrastructure, and
computing power. This industry is largely unregulated, with little to no public oversight,
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which makes it especially important to remain vigilant about upholding standards of
professional ethics, intellectual property rights, and fair labor practices.

GAI models are trained on vast amounts of web-based content, including books,
articles, images, and code. This original training data, some of it under copyright, may
have been used without permission or fair compensation for its creators. The smooth
functioning of GAI tools also depends on the psychologically painful and
undercompensated efforts of human workers charged with tagging offensive and violent
content. This ongoing dependence on human intelligence and labor is regularly
underplayed in the marketing of GAI applications.

The goals of for-profit companies might not always align with your goals as a student.
For example, a chatbot might agree with false beliefs to make users feel good (and
increase ratings). While many companies are building GAl tools for the field of
education (e.g., Khan Academy’s Khanmigo), the foundational models underpinning
those tools have not been created for educational purposes. Always consider whether
the tech tools you select are compatible with your own goals and values.

Ask Yourself:

Who made the GAI tool I’'m using, and for what purpose?
How might the creators’ commercial interests and goals shape the tool’'s
design or outputs?

o What labor and copyright issues should | consider when using GAI?

STEP TWO: Think critically about how GAI
affects your learning
Will using GAI help or hinder my learning?

TL;DR:

When deciding whether and how to use GAl tools for academic work, think about the
goal of the assignment first, and then decide whether or not GAI can help you reach
that goal. Academic assignments are designed to help you build the skills you need
to succeed in your classes and professional life. Using GAl too early or too often can
prevent you from developing essential skills like writing, coding, or problem-solving.
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There is no one-size-fits-all answer to the question, “Will using GAI help or hinder my
learning?”. The answer will depend on the specific task, the specific tool, and how
you’re using the tool to accomplish the task. For example, if your goal is to memorize
the content of a textbook chapter, asking GAl for a podcast or a quiz based on the
chapter could be helpful. (Asking for a summary will be much less helpful, because you
might get an incomplete or distorted picture of the content.) On the other hand, if your
goal is to develop advanced reading skills in your field, nothing will replace reading the
chapter yourself-but you could use an Al-generated outline or question set to guide
your efforts. Or, your goal may be to write an essay, which involves a whole series of
sub-tasks: coming up with ideas, finding out what others said on the topic, writing
paragraphs, organizing and re-organizing, editing, and so on. If you outsource some of
these sub-tasks to a GAI application, you won’t be strengthening the cognitive and
creative skills required to complete them (just like you can’t get stronger by watching
someone else do pushups: you only get the benéefit if you are the one doing the work).

It's not always easy to “think about the goal of the assignment and then decide whether
or not GAI can help you reach that goal” because you might not always know what the
point of an assignment is in the first place. Take this opportunity to think more deeply
about the “why” behind the tasks you are assigned in your courses. While students
often focus on delivering a perfect final product, the point of academic assignments is
not just the product but (more importantly!) the learning that happens along the way.
What skills are you meant to be practicing? Problem-solving? Analyzing?
Communicating? If you're not sure, reach out to your instructor for clarification.
Research shows that relying on GAI comes with cognitive costs, including impact on
critical thinking, writing, and coding skills, so understanding what specific skills you're
supposed to be developing or strengthening will help you make informed decisions
about including (or not including) GAl tools in your process.

Prompting GAI to generate strong outputs is a skillset in its own right. It includes a
number of sub-skills such as (1) analyzing the task’s purpose, scope, and audience; (2)
writing prompts that are detailed, logical, and concise; (3) re-prompting to refine outputs;
and (4) critically assessing outputs for accuracy and bias. Practicing these skills might
be a required part of your educational experience in some fields and courses.
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Ask Yourself:

o Is this tool helping me learn or just helping me complete the assignment?

o What specific cognitive tasks am | outsourcing and why?

o What important skills would | be developing or strengthening if | did this task
myself? What skills would | be developing if | used GAI?

Can | trust GAI outputs?

TL;DR:

GAl tools can produce inaccurate outputs that appear reliable to a non-expert user.
GAI can also replicate biases, amplify over-represented points of view, and omit
under-represented ones. You are responsible for fact-checking and thinking critically
about any GAl outputs used in your work.

Users with low levels of Al literacy are the most likely to trust GAl outputs without
questioning them, so it's important to educate yourself (and others) on the limitations of
GAl technology. For example, chatbots are designed to deliver their outputs in a way
that pleases the human prompter. This tendency has two important consequences for
student users: (1) chatbots tend to generate responses that seem correct even when
they aren’t; (2) chatbots are engineered to produce outputs that confirm users’ existing
opinions to make them feel good (which leads to increased user ratings), potentially
causing learners to miss out on honest formative feedback critical to growth.

Both tendencies stem from the nature of GAl: algorithms are calculating the most
statistically probable response based on their data sets. This means that if their data set
includes large amounts of reliable information on a subject, you can reasonably assume
that you will receive a reliable answer, as long as you watch out for the occasional
fabrications (also referred to as confabulations or hallucinations), meaning false,
inaccurate, or nonsensical outputs. For the most part, chatbots can reliably explain
foundational concepts or synthesize basic material in your discipline. But when reliable
information is not available in the training data (for example in the case of topics that are
highly specialized, new, or not well-represented on English-language websites) the
algorithm will still generate a reply that sounds plausible at first glance—but may be
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incomplete, incorrect, or biased in ways non-experts (including students) can easily
miss.

Another major concern is that GAl models replicate and amplify biases found in their
training datasets. GAIl outputs also reinforce common viewpoints while leaving out less
familiar or marginalized perspectives. This is because GAIl models tend to average
across what they have seen and amplify patterns that appear frequently. As a result,
GAI outputs reflect the knowledge and values that are already present in the
mainstream (for example, sexist or racist stereotypes), rather than helping you think in
unconventional ways or discover less known points of view.

Ask Yourself:

o Am | accepting GAl answers without questioning them?

o Do I have the expertise to assess GAI outputs?

o What stereotypes might be masquerading as facts? Whose perspectives
might be overrepresented, underrepresented, or missing from this output?

What are the hidden costs of GAI?

TL;DR:

GAlI tools require large amounts of energy and computing power, which contributes
to serious environmental strain. Using GAl tools also raises data privacy concerns,
as companies may store and analyze personal, sensitive, or copyrighted information.
You are responsible for understanding how your data might be used and protecting
your own privacy and that of others.

GAl tools can perform certain tasks much faster and more precisely than a human. But
this speed and convenience come at a price. In addition to the labor justice, copyright,
and bias concerns discussed in the previous sections, you need to be aware of GAI
data privacy concerns and environmental costs.

When you interact with GAI tools, your inputs may be stored, analyzed, or used to
improve future responses. Always check the privacy policies of the tools you use and
avoid entering information you wouldn’t want shared or reused. The same goes for
sharing the work of others: when you upload an essay, article, or book chapter into a
chatbot, you might be giving up someone else’s intellectual property without their
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consent. Before uploading content (your own or someone else’s) make sure you are not
inadvertently helping devalue human intellectual and creative labor.

GAl tools require massive computing power, which means they consume significant
amounts of energy and resources. Large data centers used to train and run these
models create enormous environmental strain, including increased carbon emissions
and hyper-intensive water consumption. Interacting with a chatbot may feel low-impact,
but it’s important to recognize that there is an environmental cost to every prompt and
output. For example, generating the “Al summary” for a Google search uses
significantly more energy than a traditional search. (To skip the “Al summary” feature,
add -ai at the end of your query.) While using GAl-enhanced tools effectively is
becoming part of professional preparation in many fields, there are still numerous
academic tasks that can be performed without GAI. Rather than defaulting to GAI tools,
consider how your digital choices are affecting our planet.

Ask Yourself:

o Is using GAl for this task worth the environmental cost?
o Do | know what this tool does with my data?
o Am | sharing someone else’s intellectual property without their consent?

STEP THREE: Take full responsibility

While Al-assisted work is becoming increasingly common in academic and professional
settings, GAl tools are exactly that: tools, not co-authors or collaborators. This means
that all responsibility for the accuracy and quality of the work submitted ultimately falls
on you, the human author. You are responsible for designing effective prompts; for fact-
checking, revising, and editing Al outputs; for identifying and rectifying biases; and for
documenting the use of GAl when required. As with any technology, GAI tools require
ongoing human monitoring, judgement, and critical reflection to deliver the best results.
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You are the author

TL;DR:

GAlI tools can support your academic work, but you are ultimately responsible for the
form and content of your submissions. Make sure you are able to assess the quality
of GAI outputs and revise them to meet required standards. If you are not able to do
that, you might not be ready to use GAl tools in your academic work.

GAl tools can’t be credited as co-authors and don’t bear responsibility for work
completed with their assistance. While GAI can help you brainstorm, organize ideas, or
generate content, it cannot replace your role as a thinker, researcher, or creator.
Ultimately, you are the one who decides what to include, leave out, or revise. You
decide how to interpret and present information. And you decide how to shape the final
product. You will be responsible for the work submitted under your name in both
academic and professional settings, regardless of the degree to which GAl assisted you
in your process.

As you already know, GAI outputs can be inaccurate, incomplete, or biased. It’s the
responsibility of the human user to ensure that any GAl-supported work they submit is
free of these problems. If you don’t know how to judge the quality of the GAI outputs
you’re incorporating into your academic or professional assignments, make sure to
consult vetted expert sources (or your instructors). You may also consider leaving GAl
out of your workflow altogether until you build the expertise needed to engage with its
outputs. The ability to assess Al-generated material is becoming more and more
important, so building critical Al literacy should be a key part of your professional
preparation.

Judging the quality of GAl outputs can be challenging because their outward
appearance can make their flaws invisible to non-experts. This is often the case with
students who use GAI for academic assignments. Al-generated code might look
functional but often contains bugs and security vulnerabilities. Chatbot-generated
essays might be grammatically correct but often lack insight, interest, or original thought
(in addition to being written in a bland and formulaic prose style). Advanced prompting
can go a long way to remediate those shortcomings, but to write effective prompts you
need to understand what makes for a quality output in the first place. This is why future
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experts need to focus on gaining foundational skills and avoid over-reliance on GAl
support.

Ask Yourself:

o Am | taking full ownership of the work I’'m submitting?
o Am | able to ensure my work is informed, fair, and accurate?
o Am | developing the skills | need to assess Al-generated work?

Know the rules

TL;DR:

Different courses have different rules about GAl use: some allow it, some prohibit or
restrict it, and some have individual rules for individual assignments. It's your
responsibility to understand and follow your instructor’s expectations, and to
document GAIl use when required.

Drexel instructors are empowered to set their own GAI policies for every course. This
makes sense because, as you saw above, the usefulness of GAl tools is very context-
specific, and will depend on the goals of each course (and even each individual
assignment). If you are not sure about allowed/disallowed uses of GAl on a specific
task, make sure to consult the syllabus and/or ask your instructor for clarification. Since
every course you take will have its own rules, you will need to get into the habit of
paying attention to GAI policies and seeking clarification if needed. Make sure you also
understand why your instructor is allowing/disallowing GAI on particular assignments
and how using GAI tools might help you develop important skills and expertise in your
field—or prevent you from developing them.

Just like copying content from a website without proper attribution, misusing GAl can
lead to serious consequences. Always check your course guidelines and ask your
instructor if you are unsure about what is allowed. Using GAl in violation of course rules
will count as academic misconduct. Drexel’s Policy on Student Rights and
Responsibilities for Use of Al (Section IV-C of the Drexel policy PO 103: Academic
Integrity and Atrtificial Intelligence) outlines expectations for how students should
approach GAl use in their coursework. For example, if you submit work that includes Al-
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generated content without proper acknowledgment, or if you use GAl to bypass learning
tasks, you might be in violation of the Academic Integrity Policy.

If your instructor allows GAI, you may be expected to explain how you used it. Being
transparent about GAl use (for example by submitting outputs, adding citations, or
including reflections) helps your instructor better understand your process and help you
grow. See Appendix B (Section VI-B of the Drexel policy PO 103: Academic Integrity
and Atrtificial Intelligence) as well as Drexel Library’s Al citation resources for help with
citation formats.

Ask Yourself:

o Do I understand the GAIl guidelines for this course and/or assignment,
including the how and the why?
Have | documented my use of GAl clearly when required?
Am | being honest about the role GAI played in my work?

Think (and talk) about it

TL;DR:

Nobody knows how exactly GAl will change the way we learn and think. It's important
to stay curious, resist the hype, and think critically about how GAI is transforming
your work and world.

Using GAI can shape how you approach a task, solve problems, or express ideas.
Taking time to reflect on how a GAl tool helped (or didn’t) can deepen your
understanding and improve your future work. Some instructors may even ask for a short
reflection on GAI use as part of your coursework—but even if you're not required to do
so, it's a good idea to reflect on how GAl is affecting your academic and social habits.
Maybe you are gaining new skills but also losing skills you had before. Maybe you're
developing new approaches to your work. Maybe you’re more focused—or maybe you're
more distracted. Do you feel excited about using GAI? Do you feel guilty or conflicted?
Are your friends having similar experiences?

Staying informed about developments in the field of GAI can feel overwhelming. New
upgrades are appearing all the time, and whatever tools you’re using now may feel
obsolete by the time you graduate. Meanwhile, companies are targeting students with
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aggressive marketing campaigns for GAl products that promise shortcuts to academic
success. You will need to use your judgement to determine whether, when, and how to
use GAI tools in your educational and professional journey—and what being an informed
and ethical user of GAl technology means to you.

Since Generative Artificial Intelligence is a relatively new technology, even experts
(including your instructors) are still figuring out its benefits, harms, and applications.
This is a great opportunity for you to participate in a real-time conversation about the
future of your field, the university, and society in general. How are GAIl algorithms
affecting our information ecosystems? How are they changing the way we work, think,
and feel? What ethical choices are we making, individually and collectively? These are
the debates happening all around you right now. We’re all in this together: let’s keep the
conversation going!

Ask Yourself:

o How is GAIl shaping my academic habits?

o How is GAI shaping the way | think, feel, and interact with others?

o Am | thinking about what it means to be an informed and ethical user of GAl in
my field?
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